
Fisher-Rao Gradient Descent for Stochastic Control Problems

Lukasz Szpruch
University of Edinburgh, The Alan Turing Institute, London

joint work with B.Kerimkulov and D.Siska (UoE)

1 / 30



Outline

▶ Stochastic Control and Pontryagin’s Maximum Principle.

▶ Methods of successive approximation.

▶ Optimisation on P(Rd ).

▶ Convergence of Gradient Descent for regularised stochastic control problem.
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Stochastic Control

For the initial state x ∈ Rd and the admissible control π ∈ A controlled dynamics

dXs(π) = bs(Xs(π),πs)ds + σs(Xs(π),πs)dWs , s ∈ [0,T ] , X0(π) = x .

Objective:

Jτ (π) := E
[∫ T

0
[fs(Xs(π),πs) + τ h(πs)]ds +g(XT (π))

]
where h : P(Rp) → R∪{∞} is a convex function and

A :=

{
π : Ω → M (E) : πt ∈ P(Rp), πt is Ft -measurable ∀t ∈ [0,T ] ,

and π(da,dt) = πt(a)dadt for a.a. t ∈ [0,T ]

}
.

Aim: minimise J over A (open loop controls)

Example 1 (Relaxed Control)

bt(x ,π) =
∫

b̄t(x ,a)π(da) , and σt(x ,π)(σt(x ,π))⊤ =
∫

σ̄t(x ,a)σ̄t(x ,a)⊤π(da)
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Pontryagin’s Maximum Principle
Define Hamiltonian

Hτ
t (x ,y ,z ,m) := bt(x ,m) ·y + tr(σ

⊤
t (x ,m)z) + ft(x ,m) + τ h(m) .

For any π,π ′ ∈ A we have that

d

dε
Jτ (π + ε(π

′−π))
∣∣
ε=0

= E
∫ T

0

[∫
δHτ

s

δm
(Xs(π),Ys(π),Zs(π),πs ,a)(π

′
s −πs)(a)da

]
ds .

Necessary condition: Let π∗ ∈ A be an (locally) optimal control and
(X (π∗),Y (π∗),Z(π∗) be the associated forward-backward system

dXs(π
∗) = bs(Xs(π

∗),π∗
s )ds + σs(Xs(π

∗),π∗
s )dWs , X0(π

∗) = x .

dYs(π
∗) = −(DxH

0
s )(Xs(π

∗),Ys(π
∗),Zs(π

∗),π∗
s )ds +Zs(π

∗)dWs ,

YT (π
∗) = (Dxg)(XT (π

∗)), .

then

π
∗
t ∈ argmin

π∈A
Hτ
t (Xt(π

∗),Yt(π
∗),Zt(π

∗),π) , t ∈ [0,T ] , pointwise optimisation!

Sufficient condition: If g is convex and Hτ is convex in (x ,m) and π∗ and
(X (π∗),Y (π∗),Z(π∗)) are as above then Jτ (π⋆) = infπ∈A Jτ (π)
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Solving Stochastic Control

▶ DPP and HJB equation
▶ Solve nonlinear PDE or corresponding (2)BSDE
▶ ’Linearise’ with policy or value iteration and solve linear PDE

[Kerimkulov et al., 2020, Gobet and Labart, 2010]

▶ Maximum principle
▶ Solve the corresponding (non-Markov) FBSDE
▶ ’Linearise’ with policy and solve a sequence of decoupled FBSDEs:

Modified Successive Approximation (MSA) [Kerimkulov et al., 2021]

Other works on MSA

▶ [Krylov and Chernousko, 1963]: divergent without regularisation, convergence for
controlled ODEs, rate in special cases

▶ [Li et al., 2018]: connection to training of deep recurrent neural nets

▶ [Reisinger et al., 2021]: MSA-like algorithm but BSDE solved via PDE-based
method giving Markov controls
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MSA I: Bregman Proximal Descent

Initialization: a guess π0 = (π0
s )s∈[0,T ] and fix λ > 0.

while difference between J0(πn+1) and J0(πn) is large do
Given a control πn = (πn

s )s∈[0,T ] solve the following forward SDE, then solve
backward SDE Θs(π) := (Xs(π),Ys(π),Zs(π)) for s ∈ [0,T ]:

dXs(π
n) = bs(Xs(π

n),πn
s )ds + σs(Xs(π

n),πn
s )dWs , X0(π

n) = x ,

dYs(π
n) = −(DxH

0
s )(Θs(π

n),πn
s )ds +Zs(π

n)dWs , YT (π
n) = (Dxg)(XT (π

n)) .

Update the control ∀s ∈ [0,T ] as

π
n+1
s ∈ arg min

π∈P(Rp)
Hτ

s (Θs(π
n),π) + λDh(π|πn

s ) ,

end while
return πn+1.
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MSA II: Mirror Descent

Initialization: a guess π0 = (π0
s )s∈[0,T ] and fix λ > 0.

while difference between J0(πn+1) and J0(πn) is large do
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Optimisation on P(X )
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Preliminaries

Let h : P(X ) → R. Assume that h ∈ C 1 (i.e differentiable in a sense of linear
functional derivative). We say that µ 7→ h(µ) is convex if for all µ,µ ′ ∈ P

h(µ
′)−h(µ)−

∫
δh

δ µ
(µ,y)(µ

′−µ)(dy) ≥ 0 .

Let h ∈ C 1 be convex. For all µ,µ ′ ∈ P define h-Bregman divergence to be

Dh(µ
′,µ) = h(µ

′)−h(µ)−
∫

δh

δ µ
(µ,y)(µ

′−µ)(dy) .
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Properties of h-Bregman Divergence

P.1. Dh(µ,µ ′) ≥ 0 for all µ,µ ′ ∈ P(X ). When h is strictly convex
Dh(µ,µ ′) = 0 =⇒ µ ′ = µ.

P.2. For any µ ′ ∈ P(X ) we have that µ 7→Dh(µ,µ ′) and

δDh

δ µ
(µ,ν ,y) =

δh

δ µ
(µ,y)− δh

δ µ
(ν ,y) .

P.3. h convex (strictly convex, strongly convex) =⇒ µ 7→Dh(µ,ν) convex (strictly
convex, strongly convex)

P.4. Let h,g ∈ C 1 be convex and α,β ∈ R. Then

Dαh+βg (µ,ν) = αDh(µ,ν) + βDg (µ,ν) .
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Setup

Let F : P(X ) → R. Consider the following optimisation problem

min
µ

F (µ)

under the assumption that F is lower bounded i.e. minµ F (µ) >−∞.

We say that function F is L-relatively smooth with respect to h if

DF (µ,µ ′) = F (µ)−F (µ
′)−

∫
δF

δ µ
(µ

′,y)(µ −µ
′)(dy) ≤ LDh(µ,µ ′) .

We say that function F is l-strongly convex relative to h if

DF (µ,µ ′) = F (µ)−F (µ
′)−

∫
δF

δ µ
(µ

′,y)(µ −µ
′)(dy) ≥ l Dh(µ,µ ′) .

▶ [Aubin-Frankowski et al., ]: mirror descent of measure space with relative
smoothness and convexity

▶ [Lu et al., 2018]: mirror descent of Rd with relative smoothness and convexity
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Mirror Descent

Mirror Descent is defined as

µ
n+1 ∈ argmin

µ

{∫
δF

δ µ
(µ

n,y)(µ −µ
n)(dy) +LDh(µ,µn)

}
.

When h is strictly convex, then the minimiser is unique.

Remark: One can replace L with any λ ≥ L.
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Towards gradient flow - a digression
The first-order condition yields that

δF

δ µ
(µ

n,y) +L
δDh

δ µ ′ (µ
n+1,µn,y) = constant .

Hence the flow is (implicitly) defined us

δh

δ µ
(µ

n+1,y)− δh

δ µ
(µ

n,y) = − 1

L

(
δF

δ µ
(µ

n,y) +constant

)

Formally passing to the limit L→ ∞ gives (up to a constant)

d

dt

δh

δ µ
(µt ,y) = − δF

δ µ
(µt ,y) .

Taking h(µ) =
∫

log µ(x)µ(dx), formally Dh(µ,ν) = KL(µ,ν), the flow becomes

d

dt
log µt(y) = − δF

δ µ
(µt ,y) .

or equivalently
d

dt
µt(y) = − δF

δ µ
(µt ,y)µt(y) ,

which is a birth-death (or Fisher-Rao) gradient flow.

▶ [Liu et al., 2023]: established exponential convergence via Polyak- Lojasiewicz
condition

▶ [Liero et al., 2022], [Chizat et al., 2018]: General Theory
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Proximal Bregman Lemma

Lemma 2 (Three point lemma /Bregman proximal inequality)
{lem three point}

Let G : P → R be convex. Define, for all µ ∈ P

ν̄ = argmin
ν

{G(ν) +Dh(ν ,µ)} .

Then
G(ν) +Dh(ν ,µ) ≥ G(ν̄) +Dh(ν̄ ,µ) +Dh(ν , ν̄) .

Consider a convex function

ν 7→ G(ν ,µn) :=
1

L

∫
δF

δ µ
(µ

n,y)(ν −µ
n)(dy) .

Lemma 2 with µ = µn and ν̄ = µn+1 (due definition of (µn)n), for any ν

Dh(ν ,µn+1)−Dh(ν ,µn)

≤ 1

L

(∫
δF

δ µ
(µ

n,y)(ν −µ
n)(dy)−

∫
δF

δ µ
(µ

n,y)(µ
n+1 −µ

n)(dy)

)
−Dh(µ

n+1,µn) .
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Lemma 3 (Energy dissipation)

Let F ∈ C 1 be L-relatively smooth with respect to h. Then

F (µ
n+1) ≤ F (µ

n) and lim
n→∞

Dh(µ
n+1,µn) = 0 .

Proof. From L-relatively smoothness and the definition of (µn)n, for any µ ∈ P

F (µ
n+1) ≤ F (µ

n) +
∫

δF

δ µ
(µ

n ,y)(µ
n+1 −µ

n)(dy) +LDh(µ
n+1,µn)

≤ F (µ
n) +

∫
δF

δ µ
(µ

n ,y)(µ −µ
n)(dy) +LDh(µ,µn) .

Taking µ = µn completes the proof of F (µn) ↘ .

Using L−smoothness and Proximal Lemma

F (µ
n+1) ≤ F (µ

n) +
∫

δF

δ µ
(µ

n,y)(µ
n+1 −µ

n)(dy) +LDh(µ
n+1,µn)

≤ F (µ
n) +

∫
δF

δ µ
(µ

n,y)(ν −µ
n)(dy) +LDh(ν ,µn)−LDh(ν ,µn+1) .

Take ν = µn so

Dh(µ
n+1,µn) ≤ 1

L

(
F (µ

n)−F (µ
n+1)

)
.

Since F (µn+1) ≤ F (µn)

m

∑
n=1

Dh(µ
n+1,µn) ≤ 1

L

(
F (µ

0)−F (µ
m+1)

)
≤ 1

L

(
F (µ

0)−min
µ

F (µ)

)
.
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Theorem 4
Let F ∈ C 1 be L-relatively smooth with respect to h. If µ 7→ F (µ) is convex, then

F (µ
n)−F (µ

∗) ≤ L

n
Dh(µ

∗,µ0) where µ
∗ ∈ argmin

µ

F (µ) .

If F is l-strongly convex relative to h then

F (µ
n)−F (µ

∗) ≤ Dh(µ
n,µ∗) ≤ LDh(µ

0,µ∗)e−
l
L n .

Proof. Proximal lemma and L−smoothness implies

Dh(ν ,µn+1)−Dh(ν ,µn)

≤ 1

L

∫
δF

δ µ
(µ

n,y)(ν −µ
n)(dy)− 1

L

∫
δF

δ µ
(µ

n ,y)(µ
n+1 −µ

n)(dy)−Dh(µ
n+1,µn)

≤ 1

L

∫
δF

δ µ
(µ

n,y)(ν −µ
n)(dy) +

1

L

(
F (µ

n)−F (µ
n+1)

)
.

When F is convex

Dh(ν ,µn+1)−Dh(ν ,µn) ≤ 1

L

(
F (ν)−F (µ

n) +F (µ
n)−F (µ

n+1)
)
.

Since F (µn)n is decreasing

m (F (µ
m)−F (ν)) ≤

m−1

∑
n=0

(
F (µ

n+1)−F (ν)
)
≤ LDh(ν ,µ0)−LDh(ν ,µm),
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Proof cont.

If in addition F is l-strongly convex relative to h i.e∫
δF

δ µ
(µ

n,y)(ν −µ
n)(dy) ≤ F (ν)−F (µ

n)− l Dh(ν ,µn) .

then

Dh(ν ,µn+1)−Dh(ν ,µn) ≤ 1

L

(
F (ν)−F (µ

n+1)
)
− l

L
Dh(ν ,µn) .

Since F (µ∗)−F (µn) ≤ 0 conclusion follows from discrete Gronwall’s lemma and the
fact that when F is L-smooth relative to h we have

F (µ
n)−F (µ

∗) ≤
∫

δF

δ µ
(µ

∗,y)(µ
n−µ

∗)(dy) +LDh(µ
n,µ∗)

= LDh(µ
n,µ∗) .
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Bregman proximal descent

µ
n+1 ∈ argmin

µ

{F (µ) +LDh(µ,µn)} .

First order condition yileds

δh

δ µ
(µ

n+1,y)− δh

δ µ
(µ

n,y) = − 1

L

(
δF

δ µ
(µ

n+1,y) +constant

)

Let g(µ) = 1
LF (µ) +h(µ) (so that Lh = Lg −F ) for all µ ∈ P(X ). Note that by

linearity of h 7→Dh(µ,ν)

F (µ) +LDh(µ,µn) = F (µ)−DF (µ,µn) +LDg (µ,µn)

= F (µ
n) +

∫
δF

δ µ
(µ

n,y)(µ −µ
n)(dy) +LDg (µ,µn) .

Proximal descent with h-Bregman divergence is equivalent to mirror descent with
g-Bregman divergence!1

1Observed by Pierre-Cyril Aubin-Frankowski

19 / 30



Bregman proximal descent

µ
n+1 ∈ argmin

µ

{F (µ) +LDh(µ,µn)} .

First order condition yileds

δh

δ µ
(µ

n+1,y)− δh

δ µ
(µ

n,y) = − 1

L

(
δF

δ µ
(µ

n+1,y) +constant

)

Let g(µ) = 1
LF (µ) +h(µ) (so that Lh = Lg −F ) for all µ ∈ P(X ). Note that by

linearity of h 7→Dh(µ,ν)

F (µ) +LDh(µ,µn) = F (µ)−DF (µ,µn) +LDg (µ,µn)

= F (µ
n) +

∫
δF

δ µ
(µ

n,y)(µ −µ
n)(dy) +LDg (µ,µn) .

Proximal descent with h-Bregman divergence is equivalent to mirror descent with
g-Bregman divergence!1

1Observed by Pierre-Cyril Aubin-Frankowski

19 / 30



Bregman proximal descent

µ
n+1 ∈ argmin

µ

{F (µ) +LDh(µ,µn)} .

First order condition yileds

δh

δ µ
(µ

n+1,y)− δh

δ µ
(µ

n,y) = − 1

L

(
δF

δ µ
(µ

n+1,y) +constant

)

Let g(µ) = 1
LF (µ) +h(µ) (so that Lh = Lg −F ) for all µ ∈ P(X ). Note that by

linearity of h 7→Dh(µ,ν)

F (µ) +LDh(µ,µn) = F (µ)−DF (µ,µn) +LDg (µ,µn)

= F (µ
n) +

∫
δF

δ µ
(µ

n,y)(µ −µ
n)(dy) +LDg (µ,µn) .

Proximal descent with h-Bregman divergence is equivalent to mirror descent with
g-Bregman divergence!1

1Observed by Pierre-Cyril Aubin-Frankowski

19 / 30



Bregman proximal descent

Need to check that relative smoothness and convexity assumption hold with
g-Bregman divergence.

L-smoothness relative to g : Since Dh(µ,µ ′) ≥ 0

DF (µ,µ ′) = LDg (µ,µ ′)−LDh(µ,µ ′) ≤ LDg (µ,µ ′) .

Ll
L−l -convexity relative to g : We know that

DF (µ,µ ′) ≥ lDh(µ,µ ′) = l(Dg (µ,µ ′)− 1

L
DF (µ,µ ′)) .

Hence

DF (µ,µ ′) ≥ Ll

L− l
Dg (µ,µ ′) .

Bregman proximal does not require smoothness assumption to converge (due the
scheme being implicit) at the cost of harder optimisation problem
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Convergence Analysis
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Key Challenges

dXs(π) = bs(Xs(π),πs)ds + σs(Xs(π),πs)dWs , s ∈ [0,T ] , X0(π) = x .

Jτ (π) := E
[∫ T

0
[fs(Xs(π),πs) + τ h(πs)]ds +g(XT (π))

]

Objective: Prove the convergence of the MSA II with

π
n+1
s ∈ arg min

π∈P(Rp)

∫
δHτ

s

δm
(Θs(π

n),πn
s ,a)(π −π

n
s )(da) + λ Dh(π|πn

s ) .

we need

▶ Relative smoothness of π 7→ Jτ (π) - these are obtained by utilising the theory of
Bounded Mean Oscillation (BMO) martingales required for estimates on the
adjoint Backward Stochastic Differential Equation (BSDE).

▶ Convexity (to obtain linear convergence) or relative convexity (to obtain
exponential convergence) of π 7→ Jτ (π) - but π 7→ Jτ (π) is not convex...
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Assumption 1 (Assumptions on b and σ)

The functions b and σ are jointly continuous in t and C 1.
Moreover, ∀x ,x ′ ∈ Rd ,∀m,m′ ∈ P(Rp),∀t ∈ [0,T ], Φt = (bt ,σt)

|(DxΦt)(x ,m)| ≤ K

|Φt(x ,m)−Φt(x ,m
′)|2 ≤K Dh(m|m′)

|(DxΦt)(x ,m)− (DxΦt)(x ′,m′)|2 ≤K |x−x ′|2 +K Dh(m|m′) ,∣∣∣∣∫ (
Dx

δΦt

δm

)
(x ,m,a)(µ −µ

′)(da)

∣∣∣∣2 +

∣∣∣∣∫ δΦt

δm
(x ,m,a)(µ −µ

′)(da)

∣∣∣∣2 ≤ KDh(µ|µ ′)∣∣∣∣∫ ∫
δ 2bt
δm2

(x ,m,a,a′)(µ −µ
′)(da′)(µ −µ

′)(da)

∣∣∣∣≤KDh(µ|µ ′) , and
δ 2σt

δm2
(x ,m,a,a′) = 0 .
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Assumption 2 (Assumptions on f and g)

The function f is jointly continuous in t, f and g are in C 1. Moreover, there is a constant K ≥ 0
such that ∀x ,x ′ ∈ Rd ,∀m,m′ ∈ P2(Rp),∀a ∈ Rp ,∀t ∈ [0,T ],

|(Dxg)(x)|+ |(Dx ft)(x ,m)| ≤ K

|(Dx ft)(x ,m)− (Dx ft)(x ′,m′)|2 ≤K |x−x ′|2 +K Dh(m|m′) ,

|(Dxg)(x)− (Dxg)(x ′)| ≤ K |x−x ′|∣∣∣∣∫ (
Dx

δ ft
δm

)
(x ,m,a)(µ −µ

′)(da)

∣∣∣∣2 +

∣∣∣∣∫ δ ft
δm

(x ,m,a)(µ −µ
′)(da)

∣∣∣∣2 ≤KDh(µ|µ ′)∣∣∣∣∫ ∫
δ 2ft
δm2

(x ,m,a,a′)(µ −µ
′)(da′)(µ −µ

′)(da)

∣∣∣∣≤KDh(µ|µ ′) , .
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Relative Smoothness

Lemma 5
Let Θs(π) := (Xs(π),Ys(π),Zs(π)) for s ∈ [0,T ]. For any admissible controls π,π ′ ∈ A
there exists a constant C > 0 such that

Jτ (π
′)−Jτ (π) ≤E

∫ T

0

[∫
δHτ

s

δm
(Θs(π),πs ,a)(π

′
s −πs)(a)da

]
ds

+CE
∫ T

0
Dh(π

′
s |πs)ds .

Note that

Jτ (π
n+1) ≤Jτ (π

n) + E
∫ T

0

[∫
δHτ

s

δm
(Θs(π

n),πn
s ,a)(π

n+1
s −π

n
s )(a)da

]
ds

+CE
∫ T

0
Dh(π

n+1
s |πn

s )ds .

and by definition of the update for any π ∈ A∫
δHτ

s

δm
(Θs(π

n),πn
s ,a)(π

n+1
s −π

n
s )(a)da+ λ Dh(π

n+1
s |πn

s ) ≤ 0
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Convexity

Assumption 3 (Assumptions on convexity)

▶ the map x 7→ g(x) is convex

▶ the map (x ,m) 7→H0
t (x ,y ,z ,m) is convex for all (t,y ,z), in the sense that for all

x ,x ′ ∈ Rd and all m,m′ ∈ P(Rp) it holds that

H0
t (x ′,y ,z ,m′)−H0

t (x ,y ,z ,m)

− (DxH
0
t )(x ,y ,z ,m)(x−x ′)−

∫
δH0

t

δm
(x ,y ,z ,m,a)(m−m′)(da) ≥ 0 .

Theorem 6
For any π,π ′ ∈ A

Jτ (π)−Jτ (π
′)−E

∫ T

0

∫
δHτ

s

δm
(Θs(π

′),π ′
s ,a)(πs −π

′
s)(da)ds ≥ τ E

∫ T

0

[
Dh(π|π ′)

]
ds .
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Convergence of the MSA

Theorem 7
Let {πn}n≥0 be the sequence given by the MSA II. Then,

▶ when τ > 0:

Jτ (π
n)−Jτ (π

∗) ≤ λe−
τ

λ
nE

∫ T

0
Dh(π

∗
s |π0

s )ds .

▶ when τ = 0:

J0(π
n)−J0(π

∗) ≤ λ

n
E
∫ T

0
Dh(π

∗
s |π0

s )ds .
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Bergman Proximal Descent aka MSA I

For MSA I the update is:

π
n+1
s ∈ arg min

π∈P(Rp)
Hτ
s (Θs(π

n),π) + λDh(π|πn
s ) ,

Lemma 8
Let Θs(π) := (Xs(π),Ys(π),Zs(π)) for s ∈ [0,T ]. For any admissible controls π,π ′ ∈ A
there exists a constant C > 0 such that

Jτ (π
′)−Jτ (π) ≤E

∫ T

0
[Hτ

s (Θs(π),π ′
s)−Hτ

s (Θs(π),πs)]ds

+C E
∫ T

0
Dh(π

′
s |πs)ds .

Note that

Jτ (π
n+1)≤ Jτ (π

n)+ E
∫ T

0
[Hτ

s (Θs(π
n),πn+1

s )−Hτ
s (Θs(π

n),πn
s )]ds+C E

∫ T

0
Dh(π

n+1
s |πn

s )ds .

and
Hτ

s (Θs(π
n),πn+1 −Hτ

s (Θs(π
n),πn)) + λDh(π

n+1|πn
s ) ≤ 0

Convergence rates can be established as shown above.
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Outlook

▶ Extension to cover policies of the feedback form: need regularity of controls

▶ Continuous time gradient flow: need existence&uniqueness of the flow ( clear in
KL setting, less clear for general Dh)

▶ Extension to games: Best Response and Fictitious play

▶ Study regret for gradient/descent flows based learning algorithms.

3+1 years Research positions available in London/Oxford/Edinburgh
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